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Experiments

Background

Problem

The Theseus Paradox: If you replace every plank of a ship, is it still the 
same ship? We replaced every parameter; the task was preserved.

Fine-tuning is costly.

     Existing task-vector transfer
     works only for identical
     architectures.  

Different model widths make 
parameter spaces incompatible.

Rebasin: Transporting the previous model's task vector (τA=θA
ft−θA) 

recycles past adaptation without training from scratch.

The Transfer Failure: Naive transfer across different pre-trained models 
fails. Misaligned parameter spaces introduce harmful directions.

  Previous Work: TransFusionaligns models via weight
   permutations; Gradfix, computes the gradient of the target model.

The Limitation: Transported vectors are not guaranteed to
         align with the new model's local loss geometry.
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Earlier convergence 
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*thanks to the incremental covariance accumulation: O(dA × dB) memory

Compute activations cross-covariances:

Compute SVD:

Solve orthogonal Procrustes:

How to compute the 
transport update      ?

Width scaling (ViT-B/16  → ViT-B/16+)
Vision Classification (Accuracy)

Depth and width scaling (ViT-B/16  → ViT-L/14)
Vision Classification (Accuracy)

TL;DR: THESEUS transfers fine-tunings 
between different architectures by 
aligning their representation spaces.

Width scaling (T5-3B  → T5-Lg)
Text Classification, linear probing (Accuracy)

Width scaling (T5-Flan  → T5-v1.1)
Text Summarization (ROUGE Score)
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